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Traceback 
 
Traceback techniques discussed in the previous lectures have not been successful in getting deployed 
(except input debugging method). 

 
SPIE (Source Path Isolation Engine) 
Source: http://www.cs.ucsd.edu/~snoeren/papers/spie-ton.pdf  

¥ Main idea: Log every packet in core in a fast and private manner. 
¥ This technique can trace every single packet. 
¥ Each router says with high probability whether they have seen the packet or not. 
¥ First goal of SPIE is to answer 'Yes' correctly with high probability. 
¥ This scheme has no false negatives. The system always gets information of the packet from the 

router if the packet has passed through it. 
¥ It uses Bloom filter  

Source: http://en.wikipedia.org/wiki/Bloom_filter 
o K hash functions (hash functions should be universal but are not required to be 

cryptographic hash functions) 
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The router determines its own k functions. 
o Bloom filters use a k-bit array and initialize the array to 0. 
o When a packet arrives, k-hash functions are used to calculate k-bit array positions. 

These positions in the array are set to 1. 
o Router takes the packet and uses the hash to check whether the bit is set or not. It can 

authoritatively say if it did not see the packet, but only with high probability whether it 
did. 

o This scheme can give false positives if some packetÕs hash overlaps with another 
packetÕs hash. 

¥ The paper showed the significance of Bloom filters. 
¥ n = # items in the filter 

k = # of hash functions 

o P (one particular hash sets given bit for a single entry) = 
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o P (one particular hash does not set given bit for a single entry) = 
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o P (no hash for one entry sets given bit) = 
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o P (none of the ÒnÓ entries set the bit) = 
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o False Positives (FP) = P (ÒkÓ given bits are set) = 
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o Optimal if 
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Thus, given m, k, and n we can find out how many false positives will be generated. 
 

¥ False positives are not very expensive for SPIE. Probability of wrong traceback information 
goes down with each router. 

¥ Analysis 
o Average packet size = 1000 bits 

¥ The packet size assumed here is on the low side for actual Internet traffic. The 
actual size of packets is generally double this value and it is mostly a mixture of 
full -sized packets and small control packets like SYNs and ACKs. 

o A core router with 32 OC-192 links with maximum capacity of 320M packets/sec.  
o This would require roughly 1.6 Gb/sec of memory. Thus requiring 12GB storage at the 

router for 1 min.  
o The storage capacity required at a router can be reduced if the data is regularly shipped 

from it. 
¥ Key idea to take away: 

o Bloom filters have lots of uses 
o Privacy preservation 
o Individual packets can be tracebacked 

 
Pi (A Path Identification Mechanism to Defend against DDoS Attacks) 
Source: http://sparrow.ece.cmu.edu/~adrian/projects/pi.pdf 

¥ This paper was the key step between traceback and capability approaches. 
¥ The main concept involved using a marking scheme. 
¥ It is deterministic because its goal is to filter and not traceback. 
¥ Scheme: 

o As the packets go through the routers they are marked. Marking of each path is unique. 
o Floods will tend to have marks different from legitimate traffic path. 

¥ The main issue is to guess how far should one mark. 
¥ The paper gains by not trying to do traceback. 
¥ You can gauge your collateral damage; it can catch your flood. Lets you reason about trails. 
¥ Mark = hash(upstream router, local key) 
      Assumption: router knows its upstream router. 
¥ A mark should show how the packet got to the router instead of the information that it carried. 
¥ Mark should have more entropy. 
¥ Marking scheme: (refer to paper for more details) 

An n-bit scheme where a router marks the last n bits of its IP address in the IP Identification 
field of the packets it forwards. To find out the location where the mark has to be placed they 
break the field into 
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16/n" # marking sections. They use the value of the packetÕs TTL modulo 
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16 /n  as an index into the section of the field mark.  
o Marks might not be single bit 
o TTL modulo used to decide which bit to set 



o If you are 18 hops away and have 2 bits marking then you exhaust all 16 marking options. 
!  Solution: You donÕt mark inside your network.  
!  Issue: The above solution can be exploited if the attacker is near the edge and he 

uses brute force technique. 
¥ Pi can detect source spoofing 

o It can be used to build a database of source address, mark mappings. 
o Packets with different marks can be detected as spoofed packets. 

 
 
SIFF (A Stateless Internet Flow Filter to Mitigate DDoS Flooding Attacks) 
Source: http://www.icir.org/vern/cs294-28/papers/siff.pdf 

¥ Deep notion that often comes in DDoS attacks 
o Can you discriminate good/bad traffic?  
o Techniques that do not require this are good. 

¥ SIFF needs an oracle that works well in discriminating good/bad traffic. 
¥ The paper talked about Flash Crowds that happen when there is sudden increase of traffic at a 

certain location because of some reason (popularity etc.). 
o Can you handle them? 
o What to do with them? 
o They may require different treatment. 

¥ One thing that is good about this technique is that it is stateless. It keeps a bounded (and small) 
amount of state. 

¥ Properties they provide: 
o Privileged communication 
o Recipient control 
o Limited spoofing (to do spoofing you require to watch traffic and guess capabilities) 
o No end-host ISP cooperation required 
o No inter-ISP cooperation 
o No intra-ISP coordination 
o Limited state 
o Limited processing Ð Assumption in the paper is that you can do all the work in 

hardware 
o Backward compatible (Not true) 

¥ You may want to read about Sane and Ethane. 
¥ No DoS prevention technique is backwards compatible. This means that there is a required need 

for architecture change. 
¥ How do DoS defense techniques get deployed on clients? 

o Clients have incentive to save themselves. 
o If the technique/utility is really good, then companies may also integrate them in the 

clients. 
¥ Capabilities 

o Hard to spoof. 
o Demonstration of the right/consent to talk to the destination. 
o Two classes of traffic 

!  Privileged 
!  Regular 



o Routers have priority queuing and have clear isolation between privileged and regular 
traffic. 

¥ Basic idea involves the receiver sending back the capability to the sender. 
¥ Issue: Fooling the receiver into giving capability to a malicious user. 
¥ Marking scheme Ð (Refer to the paper for more details) 

o Mark ÒkÓ bits Ð attackerÕs work factor for that mark is 
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2k 
o Threat model gets complicated here. You have to determine work factor of the attacker. 

Rotating bots can be a problem. 
o Mark (edge, src, dst) 

!  Routers periodically change the keys to the hash function to handle capability 
revocation. 

!  Routers have a set of keys valid within a window. 
!  Each router requires storing all the keys valid within the window to get the marks 

for the packets. 
!  Probability to get past a router 

x = number of markings each router maintains in its window 
z = number of bits per router marking   
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¥ P (capability does match one of the marks) = 
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o The attackers can only see few bits of the mark, thus reverse engineering the mark is 
difficult . 

¥ SIFF works nicely after capability gets to the source wanting to communicate. Other papers 
address the question of how to get the capability set up in the first place (i.e. getting the 
capability request through to the server). 

¥ Issue: Vulnerable during the phase when the capability is valid. 


