
Feb 11, 2008 

Administrative stuff  

Responding to the Survey:  
 

How much effort should we put into reading the papers and responding? 
 
2-3 hours per paper. Too much more you may be bogged down. You need to 
develop a feel for when to put in time to “drill down” on things in the paper that 
reference external topics (ex: Chord), if it is a general concept you may want to 
invest the time to explore it. 
 
For papers – are these papers the State of the Art? No, usually these papers are 
seminal papers that eventually lead someplace interesting, and they give 
important background. 
 
Will work on explaining the context for these papers. 

 

Schedule Change:  
Feb 29th was originally scheduled for no lecture due to department recruiting retreat. This 
may change and there may be enough time for partial class, but may lose a later class. 
 

DoS Defense Space 
 
Vern’s explanation (not necessarily a canonical description) 
 
    Traceback: detect/deter 
    Filtering: block (sometimes depends on traceback) 

TTL based (anomaly) 
Pi handles 
Pushback – disseminate filters automatically through the network so that they are 
closer to the source of traffic 
Dynamic pointwise filtering 

    Capabilities 
SIFF 
TVA (comes after SIFF) 

 
Side note: “hotnets” workshop takes short (6pg) papers on interesting topics 
which are unpolished, but get the ideas out and may lead to a longer paper at full 
conference 

 



    Leveling the playing field 
Attackers don’t behave like a normal user, so put in obstacles to reduce their 
usage to that of a normal user 
Puzzles – slows down a bot to solve the puzzle and so generate requests at same 
rate as benign systems 
Defense by Offense – get the good guys to use up all the bandwidth of the clients 
as well 
CAPTCHAs 

    Hiding (make it hard for the attacker to find you) 
 Overlays – SOS and Mayday 
  Lightweight authenticators – cheap ways to authenticate 
 Spreading – move the service over a large area to make it difficult to DOS 
      CDN – content distribution models (Akamai) 
      Anycast – a single IP address is no longer a unique machine 

I want access to this service, but I don’t care what particular 
machine I connect to. 
Part of an overall trend towards data oriented (instead of 
host/machine oriented) architectures 
It is currently in place for root name servers, you can find see the 
effect by running traceroute. Within a provider network, the routes 
to that address can take you to difference places 

 
    Service Model 
     QoS/fair queuing – why don’t these solve the problem of DOS/DDOS? 

 Deployability? 
 What is the right granularity? 
  Don’t want to just treat attackers & good users equally, want to 
  treat good users better 
 Attack may pile up at the last router where the routes fan in. 
 Not much experience with actual deployments and numbers. 

Core routers are already doing lots of work, and deploying this could 
overload them. 

 
 Vern’s opinion on why it isn’t working? 
 How do you bill? 
 How do you build up trust end to end? 
 Load generated. 
 

The problems are tied together – if there were a decent billing/payment 
model, these problems would go away. If the people who were operating 
bot’ed machines would be stuck with a bill that would make them care. 
Fine-grained billing would provide a way to track the attackers as well 
as incentivize people to tighten their machines. 

 
    Spoof Prevention 
 Authentication 



 Ingress/Egress filtering 
 SYN cookies 
 
    Architecture – the network now has the power to control routing/access for traffic 
     Red/Black 

Red is client 
  Black is server 

Only clients can initiate connections to servers – for example, all clients 
must odd, and all servers much be even 

  What about P2P? 
       Introduce an intermediary that can make it work. 
     Mandatory Source Routes 
  SANE/ETHANE 

SANE – the only thing the network can route is a hop by hop 
source routing. The router authenticates clients and only returns a 
valid route if it a legit client. 

 
sidenote: Dave Clark – original Internet vision: allow any computer to 
talk to any other computer on the network. Today, we would prefer to 
allow any computer to talk to any computer that desires to speak with that 
computer. 
 

Argument is that SANE/ETHANE can work on the existing 
infrastructure 
SANE is an enterprise solution, ETHANE is a wide area scheme 

Re-feedback 
idea is that flows must predict/behave according to expected congestion 
and send traffic according to that predicted level of congestion 
If the client lies or does not match the prediction, “punish” them 

     Overprovisioning 
  Just build enough capacity to survive attack based on threat model 
  Could be prohibitively expensive 
 
    Global vs Local schemes 
 Global requires broad buy-in 
 Local is easier to deploy 
 

SIFF (cont’d) 
 
 Why is SIFF “per flow”? Flow means traffic from a source to destination, instead 
of a single TCP connection. SIFF’s granularity is all traffic between end endpoints, not 
based on ports, etc… 
 SIFF is not deployed. Capabilities are under high priority consideration for future 
architectures. 
 



 One serious problem is the collusion problem. The attacker has a confederate on 
the far side of the network, where the route overlaps the route for the defender. Through 
collusion, you feed legit capabilities to attackers so that they can flood the traffic across 
the shared segments/routers. 
 
 This problem is hard to solve, and the authors do mention it, but basically just 
claim careful administration is the solution (not credible defense). 
 
 Large flows can be detected without per flow state. Use a probabilistic technique 
for sampling and you are likely to detect the large flows without keeping lots of state 
around. You can use bloom filters for example as a low overhead way to check. 
 

SOS 
 

Some questions that came up in emails 
 Why bother with this weak paper? 

Not a good scheme. It has a core new idea, it changes the way we think about 
distribution (selective conference, only 10% submissions accepted). It is a deep 
change in how we think about distribution. 

 
 When you have all this math, does someone confirm this? 

On the program committee (or journal referees), usually there is someone who 
will verify. When reading it, you generally don’t try to verify the math unless you want to 
recreate it. 
 
 Should Vern flag when a paper is weak in advance? 

He would prefer that we read the paper very critically on our own, without Vern 
giving it away. For example, “Why do we need these beacons?” (was a question in the 
original SIGCOMM reviews for the paper) 
 
 General opinion seems to be that the system has a baroque design, as well as the 
paper being poorly written. 
 

Discussion 
 
Model is not for open web sites, and the idea is to protect emergency/disaster services 
from attackers. 
 
SOAPS authenticate clients using a cert that includes authorization information (based on 
the “Keynote” system, so doesn’t in fact require coordination between the server and the 
SOAPs). 
Chord overlay hash technique gets you to a Beacon that gives you the route to a secret 
servlets 



 
Design assumption is that filtering is hard, so you really only want a small number of 
filter rules.  
 
The SOAPs do heavyweight authentication, and the work is pushed out to the edge of the 
network to distribute the load 
 
Revocation is not addressed, which is a definite omission. 
 
Paper is unclear about the threat model. There has to be enough attack nodes to make it 
worth the effort. 
 
This scheme only really works well at scale. Most solutions don’t scale – but this one is a 
different perspective. 
 
Threat model 
 The attacker knows the nodes but not the roles 
 Presume no inside compromise 

May need the beacons only to isolate knowledge of secret servlet in order 
to isolate SOAP compromise from internal routing information (Vern’s 
speculation for why beacons are in the architecture at all) 

 
What’s Good about this? 
 Pushing out the authentication to the edge of the network. 
 Employing the overlay as a way to distribute load and hide the routing. 
 
As you scale up, the likelihood of internal compromise increases. Depends on the scaling 
model – it is a dedicated, monolithic service or a federation? 
 
What is bad? 
 What is the threat model? Not clear with respect to overlay compromises. 
 Baroque nature of the design 
 They just assume Chord provides all the necessary properties 
  A lot of latency is swept under the rug by this assumption, in particular 
 Why is Chord even necessary? Just bypass it! 

The authors may be trying to build on what is already out there, which is a 
good thing. 

 
 Presentation 

The curves they graph have scales that emphasize uninteresting regions of 
the performance curves, especially due to use of log/log axis scales. For 
the interesting probabilities of success (0.1 < p < 1.0), the graph doesn’t 
show up enough detail. 

 



The dynamic modeling spends a lot of time on the case where the attackers and 
defenders only change one node at a time, which seems unreasonable, but 
provides more fodder for mathematical analysis 

 
 Review of Exp. distributions 

P[ X>x] = e^(-λx) 
λ = rate 
P[X<=x] = 1-e^(-λx) 
 
Memoryless – independent events 
λ = events/sec 

 
You often see a Poisson distribution used because it makes analysis tractable 

 
Note: the graphs show rates, not latency (inverse relationship) 

 
Poisson distributions are no good for automated activity, but are good for 
independent arrivals. 
 
Poisson distribution is only good for random, independent events. But in an 
orchestrated attack, the events are orchestrated, they aren’t independent. 

 
Elements of the dynamic analysis are flawed because the fundamental assumption 
about how attacks arrive is based on what was mathematically tractable, and not 
on how attacks actually arrive in the Real World™ 


